
What’s Making that Sound ?

Kai Li
Dept. of Electrical Engineering

& Computer Science
University of Central Florida

Orlando, FL 32816, USA
kaili@eecs.ucf.edu

Jun Ye
Dept. of Electrical Engineering

& Computer Science
University of Central Florida

Orlando, FL 32816, USA
jye@cs.ucf.edu

Kien A. Hua
Dept. of Electrical Engineering

& Computer Science
University of Central Florida

Orlando, FL 32816, USA
kienhua@eecs.ucf.edu

ABSTRACT
In this paper, we investigate techniques to localize the sound
source in video made using one microphone. The visual ob-
ject whose motion generates the sound is located and seg-
mented based on the synchronization analysis of object mo-
tion and audio energy. We first apply an effective region
tracking algorithm to segment the video into a number of
spatial-temporal region tracks, each representing the tem-
poral evolution of an appearance-coherent image structure
(i.e., object). We then extract the motion features of each
object as its average acceleration in each frame. Meanwhile,
Short-term Fourier Transform is applied to the audio sig-
nal to extract audio energy feature as the audio descriptor.
We further impose a nonlinear transformation on both audio
and visual descriptors to obtain the audio and visual codes
in a common rank correlation space. Finally, the correlation
between an object and the audio signal is simply evaluated
by computing the Hamming distance between the audio and
visual codes generated in previous steps. We evaluate the
proposed method both qualitatively and quantitatively us-
ing a number of challenging test videos. In particular, the
proposed method is compared with a state-of-the-art au-
diovisual source localization algorithm. The results demon-
strate the superior performance of the proposed algorithm
in spatial-temporal localization and segmentation of audio
sources in the visual domain.

Categories and Subject Descriptors
I.4.0 [Computing Methodologies]: Image Processing and
Computer Vision—General ; G.3 [Mathematics of Com-
puting]: Probability and Statistics—correlation and regres-
sion analysis
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Audiovisual processing; multimodal analysis; comparative
reasoning; winner-take-all hash
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Multimodal information fusion concerns the study of in-
tegrating information from multiple sensory modalities that
describe the same event. It has been shown for long that
combining complementary information from different modal-
ities can improve the performance of a system that uses only
a single modality [12][4][14]. An intuitive explanation to this
fact is that real-life events are inherently multimodal, while
an unimodal system utilizes only a portion of the available
information leaving the rest wasted. One particular research
area that takes advantage of multimodal information fusion
is audiovisual analysis that combines visual information with
correlated audio information for improved performance in
tasks such as event detection [10], speech recognition [23],
video concept classification [15] etc.

Although audio and visual modality provides complemen-
tary information to each other, one should be aware that,
they may also bring in noise. For example, combining un-
related audio background in the detection of a visual event
may undermine rather than boost the performance of an au-
diovisual event detection system; an irrelevant talking face
might distract the audiovisual speech recognition system
from focusing on the right person whose speech is being in-
terpreted. The above problems can be effectively alleviated
if the system can correctly associate the audio signal with
the right sound source in the video. The ability to asso-
ciate sound with the right visual object is essential for many
applications. For example, a pan-tilt camera can automati-
cally follow the active speaker in video conferencing [8];the
robot can correctly identify the target that is speaking to
her during interaction with a human. Other applications in-
clude audio-video stream synchronization [13], audio source
separation [24], lip reading [12], object tracking [3][26] etc.

In this paper, we address the audiovisual correlation prob-
lem in general videos captured using a single microphone.
The sound sources we deal with in this paper is not restricted
to any specific type (e.g. a talking person), but rather it
could be any object whose motion generates sound. For
example, the sound source could be a musical instrument,
a talking face, or even a bouncing basketball. Moreover,
we aim to accurately segment out the sounding object (i.e.
an image structure). Such audiovisual correlation problem
is known to be hard for several reasons: there are always
multiple distracting motions in the video occasionally syn-
chronous with the soundtrack; signals captured by audio and
visual sensors are essentially different in terms of spatial-
temporal resolution and semantic meaning.

Most previous research on sound source localization either



rely on multiple microphones in controlled environment [24],
or deal with quasi-stationary [6] or specific sound sources
such as a talking face [18]. Some recent work [2][22][16] at-
tempt to remove such restrictions and achieve sound source
localization in general videos. However, few of them attempt
segmentation of the audiovisual object, that is, they merely
identify a number of pixels scattered around the object. We
believe cross-modal localization of image structures is se-
mantically more meaningful than identifying independent
pixels. To achieve such goal, we propose a novel method
for simultaneous localization and segmentation of the visual
object that is most correlated with the primary audio sig-
nals. We use a two-step frame segmentation followed by a
label propagation procedure to represent the entire video as
a number of spatial-temporal region tracks, each represent-
ing the temporal evolution of a semantic object. The motion
features of those spatial-temporal tracks are used as the vi-
sual descriptors of the objects. The audio energy descriptors
are used for audio signals to capture the temporal changing
pattern. Finally, a powerful yet efficient comparative rea-
soning technique, the Winner-Take-All Hash [25], is applied
to audio and visual descriptors to generate the audio and
visual hash codes. The measure of correlations between vi-
sual objects and audio signals are finally computed as the
Hamming distance between the audio and visual hash codes.

The remainder of the paper is organized as follows: Sec-
tion 2 briefly reviews the related work. Section 3 gives an
overview of the proposed method. Section 4 explains audio
and visual features we used for correlation analysis. Section
5 describes our audiovisual correlation method. In Section
6, we present the experimental results on the test videos.
Finally, the paper is concluded in Section 7.

2. RELATED WORK
In controlled environments such as multimedia conferenc-

ing rooms [26] and user interfaces [24], one or multiple cam-
eras with microphone arrays have been used for speaker
localization. Some other works [8] also use multiple mi-
crophones for audiovisual tracking [3][8]. However, such
controlled environment and special devices are not typical
of general videos, for example, taken by a cellphone or a
surveillance camera, thus limiting the applicability of such
techniques. A more challenging problem is to locate the
visual sound source in videos captured with a single micro-
phone by means of audiovisual correlation analysis.

The existing work that localizes visual objects associated
with audio signals using a single microphone approximately
fall into two categories: pixel-level localization [16], [22], [2],
[6] and object level localization and/or segmentation [13],
[5], [19], [7]. In [16], Kdiron et al. propose to use Canon-
ical Correlation Analysis (CCA) to find the image pixels
that are most correlated with audio signals. The authors
reveal the ill-posedness of CCA due to the high dimension-
ality of visual features and insufficient samples of station-
ary signals, and exploit the spatial sparsity of audiovisual
events to seek sparse solution with L-1 norm. Sigg [22] fur-
ther consolidates the problem of CCA in its original form
and presents a reformulation that incorporates nonnegativ-
ity and sparsity constraints on the coefficients of projection
directions. Through this reformulation, the author is able
to locate sound sources in a test movie and separate the
corresponding audio signals by filtering. Barzelay et al. [2]
address the problem of audiovisual source separation in both

modalities. They represent the audio and visual signals as
audio and visual onsets. The audio and visual onsets mea-
sure the drastic change of audio and visual features respec-
tively. The correlation of audio onset with each visual onset
is evaluated using a simple coincidence-based measure. A
major drawback of pixel-level correlation technqiues is that
they are sensitive to visual noises and the localization re-
sults (i.e. isolated pixels) do not carry too much high-level
semantic meaning. Therefore, those methods are generally
not very useful for higher-level reasoning that builds upon
the results of audiovisual correlation.

On the other hand, object-level correlation techniques aim
at a higher level of abstraction that carries more semantic
information about what makes the sound. Casanovas et al.
[6] propose to use non-linear diffusion to focus on the au-
dio source in visual domain. The diffusion process is con-
trolled by a diffusion coeffecient based on an estimate of the
synchrony between audio energy and motion in the video.
The result of the diffusion process is an image region whose
motion is most consistent with changes of audio energy. In
[18], Liu et al. propose an algorithm to find quasi-stationary
speaker faces using audiovisual correlation. The video in a
time window is analyzed and the audio source is found by
using Quadratic Mutual Information. The analyzed results
are incorporated into a Graph-cut based image segmentation
to extract the face region of the speaker. The same authors
further extend their work to locate general non-stationary
sound sources [19]. In this later work, a motion inconsis-
tency measure of small spatial-temporal patches (ST-patch)
centered at a pixel is used as the pixel’s visual feature. A
similar inconsistency measure is defined for audio energy
as the audio feature. The audiovisual correlation is ana-
lyzed using the incremental Mutual Information, which is
able to find each pixel’s visual trajectory that best matches
the audio energy change. Similar to [18], the results of such
audiovisual analysis is fed into a segmentation algorithm to
extract the sounding object. In [5], the video signals are
first decomposed into a number of video atoms. The sound
source is subsequently reconstructed by clustering the visual
atoms that have a high audiovisual correlation. This tech-
nique tends to extract circular-shaped region irrespective of
the original shape of the actual source, because all visual
atoms within a radius are used in the reconstruction. The
authors address this limitation in [7] by using video diffusion
followed by a Graph cut segmentation procedure that keeps
together pixels in regions with high audiovisual synchrony.

Those techniques are similar in the sense that they first
seek audiovisual correlation at a finer level (i.e. pixels or
small atoms) and then apply clustering or segmentation af-
terwards to group pixels based on the synchrony. The limi-
tation of such methods is that the extracted sounding object
boundaries are quite irregular due to the noise in fine-grained
synchronization analysis and the shape of the object hardly
observes the shape of the actual object.

A different method that reverses the above correlation-
before-segmentation process is proposed in [13]. [13] first
oversegments each video frame into small segments. K-
means clustering is then applied to segments in the entire
video such that each resultant spatial-temporal visual clus-
ter represents an object. The velocity and acceleration of
visual clusters and the audio Mel-frequency Cepstral Coef-
ficients (MFCCs) are used as the audio and visual features
respectively. Canonical Correlation Analysis (CCA) is fi-



nally used to identify the objects most correlated with the
audio signal. Our work also adopts the correlation-after-
segmentation scheme. However, a major difference is that
we use region tracking rather than clustering to decompose
the video into a number of spatial-temporal region tracks.
Our method is able to obtain a consistent labeling of ob-
jects that move over a large area. Such spatial-temporal
region track representation effectively lends itself to inde-
pendent motion pattern analysis of each object present in
the scene. Another primary distinction is that [13] seeks
the maximum correlation of two modalities by means of lin-
ear feature transformation (i.e. CCA), while the correlation
analysis we utilize is based on a nonlinear transformation of
the audio and visual features.
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Figure 1: Block diagram of the proposed audiovisual source lo-
calization method. In the audiovisual feature extraction step,
audio and visual features are extracted independently. The audio
spectrogram is computed by applying short-term fourier trans-
form to the audio samples with proper framing. Next, audio
power spectrum is integrated over all frequencies to get the audio
energy. For the video frames, a two-step segmentation is applied
to each frame, and a region tracking algorithm is used to obtain
a consistent labeling of all videos. Regions sharing the same la-
bel form a spatial-temporal region track. Each region track i is
represented by a single vector [mi(1),mi(2), · · · ,mi(T )]T , where
mi(t) is computed as the average acceleration of that region track
at frame t. Both audio and visual features go through the same
hashing that generates a single audio code for the audio signal
and one visual code for each of the spatial temporal region track.
The correlation between each region track and the audio signal is
simply computed as the Hamming distance between each visual
code and audio code. The most correlated objects can be selected
by sorting the correlation measure, or selecting those greater than
a threshold.

3. AN OVERVIEW OF THE METHOD

This section provides a brief overview of the general steps
of the proposed algorithm, leaving the details to be discussed
in Section 4 and Section 5.

As illustrated in Fig. 1, the overall process involves two
phases: audiovisual feature extraction and audiovisual cor-
relation. In the audiovisual feature extraction phase, audio
and visual descriptors are extracted independently. The au-
dio descriptors we use is the smoothed audio energy. Briefly,
this is obtained by applying short-term fourier transform to
the raw audio signal followed by an integration over all fre-
quencies at each time instant. The resultant audio energy
descriptor is further smoothed using a Gaussian filter. The
audio energy descriptor represents the change of audio sig-
nal strength over time, which we believe is caused by corre-
lated motion in the visual domain. Such audio representa-
tion bridges the sampling rate gap between audio and visual
signals, thus making it possible to perform audiovisual cor-
relation analysis under the same temporal resolution.

Compared with audio signals, visual signals are charac-
terized by high spatial resolution. We bridge this gap by
first using a region tracking algorithm to consistently label
the same image structure (i.e. regions in different frames
that corresponds to the same semantic object/part) across
all video frames. Each label generated in this manner in-
dexes a spatial-temporal region track (STRtrack). In this
way, the whole video I(x, y, t) is decomposed into a set of
N STRtracks {I1(x, y, t), I2(x, y, t), · · · , IN (x, y, t)}, where
t = 1, 2, · · · , T is the frame index, and x, y is pixel’s coordi-
nate in a frame. For the ith STRtrack, its motion descriptor
in tth frame mi(t) is computed as the average acceleration
of all pixels labeled as i in that frame. In this way, the video
is compactly represented as a number of visual descriptors
{m1(t),m2(t), · · · ,mN (t)}.

The audiovisual correlation takes as input the resultant
audio and visual descriptors and outputs the correlation
scores χi for each STRtrack. We believe that the sound-
ing object’s motion pattern must be highly correlated to the
audio energy in some feature space. We propose to cap-
ture this similarity using a nonlinear feature transformation
technique, the Winner-Take-All (WTA) hash [25]. The cor-
relation between audio and visual modalities is simply com-
puted as the Hamming distance between the two WTA has
codes.

4. AUDIO AND VIDEO REPRESENTATION
The compact representation of audio and video signals

are critical for the effectiveness of the proposed method.
Our motivation for the proposed audio and video represen-
tation is to seek a compact yet informative representation
that retains the most relevant information in both modalities
and allows for audiovisual comparison in a common feature
space.

4.1 Audio Representation
The audio signal f(t) is transformed into the time fre-

quency domain using the Short-term Fourier Transform [1]
(STFT) that provides simultaneous time and frequency lo-
calization. The capability of STFT for analyzing time-varing,
non-stationary signals makes it applicable for general sound
sources.

In detail, the signal is first framed according to the frame
rate of the video such that each audio frame corresponds to a
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Figure 2: Block diagram of the proposed region tracking algo-
rithm. The algorithm processes video in a streaming manner
starting from the first frame. Optical flow and the color segmen-
tation are performed in parallel for each new coming frame. Small
regions of color segmentation are then clustered using optical flow
information. The initial set of spatial-temporal region tracks are
created using clustered regions in the first frame. Regions in later
frames are compared with existing region tracks and are added to
the right track based on location and appearance. At the same
time, regions in the new frame are relabeled in accordance with
their instances in previous frames.

video frame. The framing window size h is chosen such that
neighboring windows overlap by 50% of the window size.
Fourier transform is then applied to the sampling points
within each window to get the spectrogram of the audio sig-
nal at that frame. Finally, the audio energy feature a(t) is
attained by integrating the spectrogram over all frequencies.
Formally, the above process can be represented as

a(t) =

∫ ∞
0

∫ T

0

f(t′).W (t′ − t).e−j2πft
′
dt′df,

where T is the length of the audio, and the windowing func-
tion W (t) is defined as

W (t) =

{
1 if |t| < h/2

0 otherwise.

The resultant audio energy descriptor a(t) is further fil-
tered using a 1-D Gaussian kernel. Intuitively, the audio
energy descriptor captures the changing patterns of audio
signal strength in the same temporal resolution as the video
frames.

4.2 Video Representation
The basic idea of the proposed video representation method

is to extract and analyze the motion patterns of all objects
present in a scene. We define an object to be an appearance-
motion-coherent image structure. We aim to identify image
structures corresponding to the same object across all video
frames so as to analyze the object’s motion patterns.

As shown in Fig. 2, we use a region tracking proce-
dure to propagate first-frame segmentation labeling to all
the rest frames. The procedure starts with a two-step seg-
mentation for the first frame. In detail, we first apply Mean

shift segmentation of the color image using LUV color fea-
tures. If the resultant number of small regions is greater
than a predefined threshold k, they are further clustered us-
ing location and motion features. The reason for such 2-step
frame segmentation is to combine color and motion features
for segmenting images into regions with highly coherent mo-
tion and appearance. To be specific, each region is repre-
sented as a 5-dimensional feature vector where the first two
dimensions are the spatial centroid coordinates and the last
three dimensions are the region’s average LUV color values
in the color-coded optical flow image. Formally, we compute
the forward and backward dense optical flow F+(x, y, t) and
F−(x, y, t) for each frame, where F+(x, y, t) is the 2-D flow
vector at pixel (x, y) estimated between frame t and t + 1,
and F−(x, y, t) is that from t to t − 1. The average flow is
computed as

F(x, y, t) =
1

2
(F+(x, y, t)− F−(x, y, t))).

Since spatial coordinates and the optical flow values are
in different metric spaces, they need to be transformed into
a common feature space for direct concatenation and dis-
tance computation. We opt to transform the optical flow
into the LUV color feature space such that color differences
can be measured by the Euclidean distance. In detail, the
normalized optical flow (ux, uy) is converted to its polar rep-
resentation (ρ, θ). Then the direction θ is used to access a
discretized RGB color wheel adapted from [21]. The ac-
cessed RGB values are modulated with ρ to obtain the final
RGB colors. The resultant RGB color image are further
transformed into the LUV color space.

After the frame segmentation procedure, each region is
represented using its color histogram. Specifically, the LUV
color space is quantized into n = 53 = 125 bins and the
number of pixels in each bin is counted. The regions in the
first frame (i.e. their color histograms) are used as instances
to initialize the same number of STRtracks. A new frame
first goes through the same segmentation procedure as the
first frame. Then for each region in the new frame, it’s as-
signed to one of the track based on spatial proximity and
appearance similarity. Specifically, the distance between an
STRtrack and a new region is computed as the Euclidean
distance between the centroid coordinates of the new region
and that of the most recent instance of that STRtrack. The
STRtracks whose distance are within a search radius are
identified as the candidate matches. The appearance simi-
larity is computed between a new region and it’s candidate
STRtracks. We define the appearance similarity between a
region and an STRtrack as the cosine value of the angle be-
tween the color histogram of the region and the average color
histogram of all instances of that STRtrack. It’s reasonable
to use the average color histogram because the same object
typically doesn’t change too much in appearance. And the
average color histogram is more robust to outliers than the
color histogram of a single instance (e.g. the most recent
instance). Finally, if the similarity value of the most similar
STRtrack is greater than a threshold, we simply assign the
new region to that STRtrack (i.e. relabel the region using
the STRtrack ID). Otherwise, we create a new STRtrack
and add to it the new region as the first instance.

The result of the above region tracking algorithm is a num-
ber of STRtracks each representing the temporal evolution
of an object. We then extract the motion descriptor for an



STRtrack STi as its average acceleration. Specifically, the
acceleration of a pixel (x, y) at frame t is defined as

g(x, y, t) = F+(x, y, t) + F−(x, y, t),

where F+(x, y, t) and F−(x, y, t) is the same as defined be-
fore. The motion descriptor of STi at time t is therefore

mi(t) =
1

|ST ti |
∑

(x,y)∈ST t
i

||g(x, y, t)||.

where |ST ti | is the number of pixels of STi in the tth frame.
Similar to the audio descriptor, the motion descriptor mi(t)
is smoothed using a Gaussian kernel to reduce the effect of
visual noises. In addition, we pick the the top 15 mi(t)s in
terms of standard deviation as the candidates in order to
filter out objects whose motion is random or minimal.
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(a) Continuous Sound
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(b) Discrete Sound

Figure 3: Examples of audio descriptors and the motion descrip-
tors of the sound source. (a) is the intermediate results of the
video Violin Yanni. The visual descriptor represents the motion
of the violin player’s left hand. (b) is the intermediate result of
the video Basketball, in which the visual descriptor describes the
motion of the basketball.

5. AUDIOVISUAL CORRELATION
Audiovisual correlation is analyzed between audio and vi-

sual descriptors obtained in the previous section. We have
used the temporal functions a(t) and mi(t)s to represent
the audio and visual descriptors. Another way to look at
those functions is to consider them as a vector in the T -
Dimensional feature space, where T is the number of frames.
Let a and mi represent those feature vectors, they are for-
mally defined as

a = [a(1), a(2), · · · , a(T )]T

and

mi = [mi(1),mi(2), · · · ,mi(T )]T , i = 1, 2, · · · , k.

Now as both modality are in a T-D vector space, an in-
tuitive way to measure the synchrony χi between object i
with the audio signal is to use Euclidean distance between
the two corresponding feature points. However, this does
not work because the precise values of variables captured
by auditory and visual sensors carry essentially different se-
mantic meanings. In other words, a larger distance doesn’t
necessarily mean they are less synchronized. Nor does corre-
lation measures such as cosine distance work well, especially
for discrete sounds 1 generated by continuous motion (i.e.
a bouncing basketball). Fig.3 shows two examples of the
audio descriptor of a sound and the motion descriptor of
that sound source. As can be observed from the examples,
the two descriptors do exhibit similar changing patterns (i.e.
similar relative ordering of feature values at different time
instant). However, the differences are even more if we look
at the precise feature values, which explains why common
metrics based on the precise feature values fail to capture
the correlation.

We address the above problem by performing a non-linear
transformation of the original feature into the ordinal space,
using the Winner-Take-All (WTA) technique. Briefly, WTA
hash is a ordinal space embedding technique that captures
the partial ordering statistics of the original feature dimen-
sions. Such ordinal space embedding techniques have shown
success in other tasks such as dimension reduction [20], fea-
ture extraction [11] etc. However, they have not been ex-
plored in the area of multimodal information analysis. We
extract the partial ordering information encoded by ordi-
nal space embedding in an effort to bridge the semantic gap
between features in audio and visual modality.

5.1 Winner-Take-All Hash
The WTA hash is a subfamily of hashing functions intro-

duced in [25]. WTA hash is controlled by two parameters:
the number of random permutations N and window size
S. Fig. 4 illustrates the computation of WTA hash for a
5-dimensional feature vector with parameters N = 3 and
S = 3. The index of the maximum entry among the first
S entries of a permutation Θ is chosen as the hash code
for that permutation. In our example, the first permutation
[2, 1, 5, 4, 3] reorder the feature vector as [0.2, 0.5, 1.0, 0.30.7].
The index of the maximum value among the first 2 entries
[0.2, 0.5], is taken as the encoding for that permutation.
Note that N permutations generate a length-N hash code
and each code entry is an integer value between 0 and S−1.

Each WTA hash function encodes a partial ordering
statistics of the feature dimensions and defines an ordinal
embeding of the features in the rank correlation space. An
intuitive way to understand such encoding is to consider the
case when S = 2. Choosing the first 2 entries from a random
permutation is essentially same as randomly choosing 2 en-
tries from the feature vector. If the first entry is larger, the
output code is 0, and it’s 1 otherwise. When N is sufficiently
large, the binary code for the feature vector encodes a com-

1Audio signals exhibiting clear intervals of silence is referred
to as discrete sounds. An example is the sound produced by
a bouncing basketball. While continuous sounds refer to
audio signals without clear intervals of silence, such as that
generated by violin.
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Figure 4: An example of WTA hash with 5-dimensional input
vector X = [0.5, 0.2, 0.7, 0.3, 1.0], N = 3 and S = 3. Θi is a
permutation of the input vector X, and X(Θi) is the result of the
permutation. X(Θi) is further windowed, resulting in a vector
containing only its first S entries. Index of the maximum entry
in the windowed X(Θi) is output as the WTA hash code for the
given permutation.

plete pairwise ordering of different feature dimensions. Note
that for a d-dimensional feature vector, the complete pair-
wise ordering can be encoded with a binary code of length
A2
d = d(d− 1). Larger values of S also encodes the pairwise

ordering, however with more emphasis on paring with the
head of the S-sized subset of the feature dimensions.

In general, if two vectors are close in their original fea-
ture space, they must be close in the rank correlation space.
However, the opposite is not true because differences in the
numerical values that do not affect the ordering might have
bigger effect for other metric spaces (e.g. Euclidean). This
characteristic of rank correlation naturally provides certain
degree of stability in face of perturbations in numerical val-
ues. Another advantage of WTA hash that merits discus-
sion is that compared with a complete ordering, multiple
partial orderings offers another degree of resilience to noise
and gives considerations to local support (with S ≥ 2) on
feature dimensions. Those advantages of WTA hash makes
it perfect for measuring the synchrony between signals in
different modalities, such as audio and visual in our case.
Synchronized signals in audio and visual modalities demon-
strate similar temporal changing patterns, which are pre-
cisely the orderings of feature dimensions when we represent
the signals as vectors. Therefore, we use the same WTA
hash function to encode audio and visual signals for similar-
ity computation.

5.2 Correlation Analysis
Before measuring the synchrony between audio and vi-

sual signals, we first use WTA hash to encode the partial
ordering statistics of audio descriptor a and visual descrip-
tors mi. Note that same set of random permutations are
used for both audio and visual descriptors. This encoding
transforms features in two different modalities into the com-
mon rank correlation space for correlation analysis. Then
the synchrony χ(a,mi) between a visual descriptor mi and
the audio, denoted as χi is simply

χi =
Hd(a,mi)

Dim(x)
,

where Hd(a,mi) is the Hamming distance between them
(i.e. the number of different entries). Finally, the object
that corresponds to the sound source can be determined as

s = arg max
i
χi.

After identifying the sounding object, we create a confi-
dence map and set the localization confidence for pixels be-
longing to this object in every frame to 1, while the rest to
0. Similar to [13], instead of dealing with binary localization
confidence, the confidence map is convolved with a Gaussian
kernel in both spatial and temporal domain to generate a
smooth confidence surface. However, rather than fixing the
standard deviation of Gaussian kernel for all videos, we make
it a function of the average velocity and object size. This
is reasonable as objects with large motion has less temporal
locality coherency, and the temporal Gaussian kernel should
therefore use smaller standard deviation. Formally, let fr be
the frame rate of a video, ma be the average acceleration of
the sounding object, the standard deviation of the Gaussian
kernel is computed as σt = ρt · fr/ma, where ρt is a coeffi-
cient and we set it to 0.5 in the experiments. Similarly, the
spatial Gaussian kernel size should be related with the size
of an object, and we define it to be σs = ρs · sqrt(A), where
A is the average area of the object and ρs is an coefficient
set to 0.2 in our experiments.

6. EXPERIMENTS
In this section, we show performances of the proposed al-

gorithm on a number of challenging test videos. Specifically,
we compared with the state-of-the-art method proposed in
[13] both qualitatively and quantitatively.

We gather challenging test videos from previous research
and Youtube. In detail, Violin Yanni is used in [13]. The
audience clapping in Violin Yanni adds much noise to the
audio; Wooden Horse is used in [7], [13] and [16]. The sway-
ing wooden horse in this video is uncorrelated to the audio;
Guitar Lessons, Student News and Guitar Street are down-
loaded from Youtube. In Guitar Lessons, the unintentional
movement of the player head and body are all somewhat
harmonious with the sound; Guitar Street contains lots of
background noise and moving passengers in the street; In
Student News, the left reporter’s movement occasionally syn-
crhonizes with the right one’s speech. In addition, we also
created an additional test video Basketball with a distracting
moving cushion, which is challenging as the motion of the
sounding objects (i.e. basketball) is not constrained within
a small range.

The proposed framework takes only a few parameters other
than those required by Mean shift [9] and optical flow [17]
component algorithms. The primary parameters used in
the experiments are summarized in Table 1 unless otherwise
specified. We also implemented the algorithm proposed in
[13] for comparison. The three parameters for the Quick-
Shift algorithm used in [13], namely, the tradeoff between
the color and spatial importance, the kernel size for density
estimation and the maximum within-cluster distance is set
to 0.25, 0.4, and 10 respectively. The number of top vi-
sual clusters in terms of velocity and acceleration standard
deviation are both set to 5. The spatial-temporal smooth-
ing of localization confidence uses the same settings as our
algorithms for a fair comparison.

6.1 Qualitative Performance
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Figure 5: Sample frames of the audiovisual source localization and segmentation results. For each test video, the top row is the manually
labeled ground truth.The second row is the results of the method proposed by [13]. The third row the results of our method. The frame
number of each column is marked at the bottom of the sample frames.



Table 1: Experimental Parameters

Algorithm Parameter Value

Mean shift Spatial bandwidth 13.0
Range bandwidth 13.0
Minimum area 400

Optical flow Regularization weight 0.012
Downsample ratio 0.75
Width of the coarsest level 40

Frame segmentation Maximum no. of segments 25

Region tracking Searching radius 55

AV correlation No. of permutations 2000
Window size 5

We show the sample frames of localization results pro-
duced by the proposed method in Fig. 5. The ground truth
and results of the algorithm in [13] are also shown for a
visual comparison. We produce the ground truth data by
manually labeling the most correlated moving object in each
video frame using interactive segmentation. As can be ob-
served from the results, our algorithm successfully identified
the sound sources in all of the test videos, with close-to-
groundtruth localization results. Several factors contribute
to the superior performance of our algorithm. First, our re-
gion tracking algorithm effectively identify the same object
across all video frames, which lays the foundation for motion
pattern analysis. Second, smoothing both the audio and vi-
sual descriptors in temporal domain before performing cor-
relation analysis greatly reduces the feature noise and well
captures the temporal changing pattern in both modalities.
Third, the WTA hash technique we use provides further ro-
bustness to noise through rank correlation space encoding.
The algorithm in [13] is able to roughly identify regions most
correlated to the audio in most videos. However, the local-
ization is less accurate than the proposed method. This is
largely due to the fact that regions in the visual clusters
produced by spatial-temporal clustering of small segments
in [13] tend to undersegment the audiovisual object. In [13],
small segments within a certain neighborhood around the
sounding object are very likely to be grouped into the same
cluster, resulting in a very coarse estimation of the most
correlated object. We also note that, [13] fails to focus on
the right sound source in Guitar Street and the first half of
Wooden Horse as a result of dominance of distracting mo-
tion.

6.2 Quantitative Performance
We quantify the performance of the proposed sound source

localization method using similar metrics as in [13]. Specif-
ically, precision and recall are used to assess the spatial
localization performance. In detail, if the set of detected
pixels is denoted as P , and the set of pixels in ground truth
as T , then precision and recall are defined as

precision =
|P

⋂
T |

|P | , recall =
|P

⋂
T |

|T | ,

where | · | is the cardinality operation. The detected re-
gion (i.e. pixel set) P is controlled by a threshold applied
to the smoothed localization confidence. The threshold is
varied from 0 to 1 to get the precision-threshold and recall-
threshold curve for each frame. Then those curves are aver-

aged over all frames. In addition, the precision-recall curve
is also plotted to show how precision and recall change
against each other. Those results are shown in Fig. 6. Note
that we only showed the quantitative results on videos that
both methods have correctly localized the audio source in
most of the frames. Therefore, Guitar Street and Wooden
Horse are not included in the quantitative results.

Obviously, the proposed method is able to achieve higher
precision consistently across all test videos under different
threshold settings. The primary reason for the good preci-
sion of our method is that the proposed frame segmentation
and region tracking algorithm can accurately segment the
objects and reliably track the same object across the entire
video. We also note that the recall performance gap between
the two methods is much smaller compared to that of pre-
cision. In videos such as Guitar Lessons and Basketball, the
recall of [13] is almost on par with our method. This is a
natural effect of under-segmentation in [13], which sacrifices
precision for recall. Our method, however, is able to achieve
good results for both metrics. This is further consolidated
by the precision-recall curve shown in Fig. 6c, where larger
area under the curves means better performance.

For temporal localization performance, we use the detec-
tion rate and hit ratio as the evaluation metric. Detection
rate is defined as the ratio of number of frames in which the
object is successfully detected to the total number of frames.
A successful detection is characterized by a localization con-
taining more than half of pixels of the actual audiovisual
object (i.e. recall is greater than 0.5). Hit ratio is defined
as the ratio of number of frames in which the localization
is accurate to the total number of frames. A localization is
said to be accurate if the precision is greater than 0.5. The
same threshold as in spatial localization performance eval-
uation is used to generate a continuous curve. As shown in
Fig. 7, the proposed method outperforms [13] in terms of
hit ratio. As for detection rate, our method produces steep
curves, rapidly increasing to the best performance above a
certain threshold. In comparison, [13]’s detection rate in-
creases slowly with changing threshold.

Another view of the above results is shown in Table
2. It’s reasonable to look at the above performance metrics
given a specific recall value. We set recall to 0.5 to evaluate
the other performance metrics, as this represents a success-
ful detection in the test. As shown in the table, our method
again outperforms the state-of-the-art method. And inter-
estingly, the performance gap difference between detection
rate and hit ratio is similar to that in the precision and recall
in the spatial localization performance. This is reasonable as
detection rate is more closely related with recall and hit ra-
tio is more related to precision based on the definition. [13]
tends to perform worse in metrics related with recall than
precision. An example video is Violin Yanni. Although the
algorithm in [13] successfully detected the left hand of the
violin player, which is the ground truth, the hit ratio is es-
sentially zero because more than half of the localized region
is false positive. However, for video Student News the hit
ratio is better than the detection rate. This is because the
localization results is a number of small scattering within
the speaker’s face.

7. CONCLUSIONS, LIMITATIONS AND FU-
TURE WORK



Algorithm Our method Compared method [13]
Video Name prc@rec = 0.5 hit@rec = 0.5 det@rec = 0.5 prc@rec = 0.5 hit@rec = 0.5 det@rec = 0.5
Basketball 95.54 98.87 100.0 77.06 92.02 99.39
Violin Yanni 92.42 98.43 92.91 23.01 0.0 39.37
Guitar Lessons 88.40 98.05 100.0 10.03 0.0 100.0
Student News 76.04 100.0 100.0 34.80 6.06 0.0

Table 2: Quantitative results of the proposed algorithm against that of [13]. The numbers are in percentile. ”prc”, ”hit” and ”det”
denotes precision, hit ratio and detection rate respectively. ”prc@rec=0.5” denotes the precision when recall is set to 0.5, and the rest
notations are interpreted in a similar way.
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Figure 6: Quantitative results of spatial localization performance.
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Figure 7: Quantitative results of temporal localization perfor-
mance.

Figure 8: Failure case. Top: Audio source detected by
the proposed algorithm. Bottom: Manually labeled ground
truth. The current algorithm is susceptible to the au-
dio background distraction. The accompany music from
the loudspeaker (on the player’s left) is mixed with violin
sounds, which effectively results in the algorithm’s failure to
capture the correct moving object.

In this paper, we address the problem of sound source lo-
calization and segmentation in general videos captured using
a single microphone. The proposed approach uses a novel
region tracking algorithm to represent the entire video as a
number of spatial-temporal region tracks. The synchroniza-
tion between each region track and the audio energy are an-
alyzed efficiently with the Winner-Take-All hash. We have
evaluated our approach with a number of challenging test
videos and compared with the state-of-the-art, thus demon-
strating its superior performance.

Currently, the performance of our algorithm can be sus-
ceptible to the background audio distraction, as illustrated
in Fig. 8. The mixed audio signal effectively attenuates the
synchronization measure with motion of the correct audio



source. In the future, we plan to combine with audio source
separation techniques to effectively preprocess the audio sig-
nal and improve the algorithm’s robustness to background
audio distraction.
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