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Abstract. Recent developments in mobile robotics made feasible the
near future scenario of mobile robots assisting individual persons. Such
robots must maintain a sufficient distance from their human owners to
be able to offer assistance, but they also need to be inconspicuous and
observe the prevailing social and cultural norms. We are considering a
scenario of mobile robots assisting a peacekeeper soldier patrolling a
market with a dense crowd. The robot must balance the costs related to
its mission (the danger of loosing contact with its owner) and the social
cost of violating the crowd members’ personal space. We develop a tech-
nique through which we predict the mission cost of different decisions,
and use it to adapt the robot’s strategies for resolving the micro-conflicts
encountered in crowd navigation. We show that this adaptive strategy
outperforms strategies of consistent politeness / assertiveness over a va-
riety of scenarios.
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1 Introduction

The mobility and manipulation skills of robots had matured significantly in
recent years. Mobile robots are now ready to serve as assistants to human users:
carrying equipment, moving heavy items, performing sensing and observation
duties and so on. The first generation of such robots was designed for military
and homeland security applications. However, as mass manufacturing is expected
to reduce the price of mobile robots, a large number of other applications are
possible from providing assistance to the disabled and the elderly to helping
shoppers carry heavy items. These robots will accompany their users both in
private and public places. Thus, one of the principal requirements towards this
class of robots is to behave in an acceptable manner in public places. A good
model for the future social expectations towards this class of robots can be
glanced from the current guide dogs for blind people. The training of such dogs
centers around the dual axis of how to be useful to their owners and at the same
time how to fit in their social environment by, in general, keeping a low profile.



Similarly, for mobile robots assisting humans, if the human user moves in public,
the robot must follow the user at a distance sufficiently close that they can offer
assistance if needed, but sufficiently far away that the human user should not
need to adjust his behavior for the presence of the robot1.

In this paper we study the type of behavior required from the robot to achieve
this goal. Our working scenario involves a logistics assistance robot (such as a
next generation Big Dog [21]) that follows a peacekeeper soldier on a patrol
in a busy Middle Eastern market. The objective of the robot is to maintain a
reasonable distance from the soldier. At the same time, the robot must minimize
the impact on the civilians forming the crowd by conforming, as much as possible,
to the social and cultural patterns of the environment.

Although the size of personal space varies from culture to culture, most
cultures require their members to avoid violating the personal space of other
people while navigating a dense crowd. On the other hand efficient movement in
a dense crowd is often impossible without at least a credible threat of violating
other people’s personal space. We say that moving in crowds proceeds through
a series of micro-conflicts, in which the participants must determine which one
would give way. If the robot tries to avoid any violation of the social norms
related to personal space, he will often be delayed by giving way to passersby,
risking to lose contact with the owner. The robot must continuously balance
between the mission costs (in loosing contact with the soldier) and the social
costs (in violating social norms related to personal space and cutting off people’s
movement).

The robot’s behavior must depend on what the soldier is doing. We describe
a technique through which the robot can predict the mission cost based on the
current state of the scenario and the predicted movement of the soldier. Based
on this predicted cost, we develop an adaptive strategy which it can use to
play the games corresponding to the micro-conflict. For instance, if a soldier is
moving quickly towards a destination, the robot must be more assertive, it must
violate more social norms in order to keep up with him. On the other hand, if
the soldier moves slowly, or even stops, the robot can afford to be polite and
rigorously observe all social norms.

For this study, we have designed the scenario as a map of a Middle-Eastern
marketplace, with a number of shops (landmarks) along the perimeter of the
map and some obstacles in the open space in the middle. Human agents in the
crowd move in a purposeful way: move from one shop to another, stop at various
landmarks or head towards the exit along a pre-planned but not rigidly fixed
trajectory. The soldier accompanied by the robot patrols the marketplace along
its own path. As mentioned earlier, the robot follows the soldier through the
crowd striving to maintain a low mission cost while at the same time satisfying
the social norms. The mission cost of the robot depends on how far it is behind
the soldier. A snapshot of the marketplace is shown in figure 1

1 The analogy with the guide dogs, is of course, only approximate - there is no reason
for a robot to maintain touch proximity to the user.



Fig. 1. A snapshot of the marketplace. Smaller agents colored black are humans, green
is the soldier and the bigger black agent is the robot. Red squares show the micro-
conflicts that are currently active. Grey structures on the map are fixed obstacles.
Shops (landmarks) are located at the top and bottom of the map.



As the agents move on the map, they interact with each other and may violate
other agent’s personal space. This results in micro-conflicts between the two
interacting agents. Micro-conflicts are solved as multiple two-player one-move
games. For each micro-conflict involving a robot, we maintain the accumulated
mission and social costs suffered by that robot while being in that micro-conflict.

2 Related work

The work described in this paper relates to a practical application whose different
aspects had been considered in a wide range of research studies. We will focus on
related work on modeling human crowds with possible robotics presence, collision
avoidance in robotics systems and game theoretic approaches for human-robot
interaction.

Human crowds had been modeled through a wide range of techniques. Social
force based models [9, 10] had been found especially useful in modeling emer-
gency situations where dense crowds are acting in an unplanned manner (the
“fire in the theater” scenario). We can see social force models as modeling the
instinctive aspects of human behavior. In contrast, when the crowd members
have more time to make conscious decisions about their actions, the social con-
ditioning aspects of crowd behavior become more important [5]. More recent
approaches use a combination of models including psychological and geometri-
cal rules as well as social and physical forces [18].

One of the important questions with regards to crowd dynamics is the pres-
ence of a mobile robot in the crowd [14, 13]. There are two new dynamics to
consider. One of them is how the presence of the crowd influences movement of
the robot – for instance, there is a possibility that a cautious robot will freeze up
in a dense crowd [23]. Another aspect, possibly highly relevant in the future is
how the presence of the robot modifies the behavior of the crowd, and whether
this impact can be exploited for crowd control [15].

Whenever we are considering the control of multiple mobile agents (robots,
vehicles or airplanes), the avoidance of collisions is one of the most significant
challenges. The collision avoidance problem can be posed as geometric optimiza-
tion problem which takes into account the number of static and dynamic ob-
stacles. There are several approaches through which such optimization problems
can be solved, for instance through linear integer programming, or geometric
approaches such as velocity obstacle (VO) avoidance techniques for local colli-
sion avoidance. [4] uses the concept of a collision cone as the basic geometric
shape for collision avoidance. An agent [7] selects its optimal velocity from the
set of permitted velocities using linear integer programming. The set of permit-
ted velocities is selected with respect to the geometric space of velocity obstacles
induced by other moving agents. The inherent problem faced by using such tech-
niques is the oscillating velocities while avoiding other agents. This means that
if two agents are using a similar collision avoidance technique, i.e., if they are
selecting new velocities outside the pool of velocity obstacle induced by the other



agent then their old velocities will become a part of velocity obstacle for new se-
lected velocities. Hence, agents will move back to their previous velocity and the
agents will oscillate back and forth in region of permitted velocities. To counter
this problem, [25] introduced the technique of RVO (reciprocal velocity obstacle
avoidance) which shares the responsibility of avoiding collision with the oppo-
nent agent. ORCA [24] further extends the concept of RVO considering n-agents
path planning using the geometric optimization technique.

Another well known approach for collision avoidance in the multiagent sys-
tems is the potential field method [6, 11]. The basic concept is the use of artificial
potential fields inside the workspace of the robot which is attracted towards its
goal and repelled by the obstacles. The workspace of the robot is discretized into
a regular grid and each cell corresponds to the sum of the repulsive potential
generated by obstacles and attractive potential generated by the goal position.
Therefore, gradient methodologies are applied to maneuver with collision avoid-
ance towards goal. Gradient techniques are prone to the problem of local minima
[16]. One of the solutions to this problem is to utilize potential fields that are
solutions to the Laplace equation (harmonic functions) [26].

An interesting class of game theoretic approaches governing encounters be-
tween mobile agents are based on modeling the human adversaries using Stack-
elberg games. Most of these approaches consider a patrolling strategy, where the
goal is not the avoidance of a collision, rather a facilitation of patrolling, where
opponent agents actively try to avoid the patrol [2, 1, 17]. This hide and seek
game can be modeled as the zero-sum strategic game where the hider selects the
cell from the grid, and the seeker seeks (selects) the cell chosen by the hider.
Modeling in terms of Stackelberg game with repeated interactions, the strat-
egy selection by follower (hider) is assumed to be optimal based on the leader’s
(seeker) strategy. The possibility for hider to observe the seeker’s strategy be-
fore committing its own strategy radically influences the outcome of the game.
But as humans deviate from optimal selection due to irrational behavior, its
necessary for the leader to incorporate such irrational behavior in its strategic
model. In [19], three such algorithms are introduced, based on mixed integer
linear programming which effectively handles the uncertainties due to bounded
rationality and limited observations of adversary. Some of these algorithms are
currently being actively deployed (GUARDS[20], PROTECT[22]).

3 Multidimensional Cost Model

Humans continuously make decisions while moving through the crowd e.g., mov-
ing in front of the oncoming person if he is very slow or waiting for him to pass
before moving forward. To simulate such decisions, we need to use an effective
cost model that rewards for decisions resulting in positive outcome. While we
can theoretically construct an integrated cost/benefit function in the form of a
single scalar which captures the decisions of an agent, this function will have a
complex and opaque expression which changes from agent to agent. In practice



it is more convenient to consider a vector of costs, each of them being tied to a
well-defined social norm, physical measurement or satisfaction level of a certain
mission. These values are often traded off against each other, but they cannot,
in general be converted into each other in an arbitrary and linear way. For our
scenario, the costs can be grouped into two large categories:

Social cost: depends on the social norms governing the environment and the
participants.

Mission cost: depends on the specific goals of the agent.

3.1 Modeling social costs of moving in crowd

We have modeled each agent as having several geometrical zones and these zones
move with the agent in the environment [3, 12]. For each of these zones, the
agent’s physical location is the point of reference, and they may not necessarily
be circular. The social costs matrix is dependent on these zones. Whenever an
agent enters in one of these zones of another agent, it incurs a social cost which
is greatest for zones closest to the agent’s location. The costs associated with
these zones are justified by psychological models of human perception, and they
must be calibrated for the individuals as well as for the culture. We have taken
into consideration the following three zones:

Physical zone: also referred to as the contact zone, is represented by the actual
physical size and shape of the agent. A large social cost is attributed to the
violation of this zone as it will mean physical contact.

Personal space: is the spatial region which a person regards as psychologically
his [8]. The agent is at the center of this zone, and is comprised of two smaller
subzones. The one closer to the agent is the personal space (1-1.5 ft) and farther
out is the social space (3-4 ft). As mentioned above, the costs associated with
this zone has a decreasing trend as we move towards the outside perimeter of
social zone, at which point the social cost becomes zero.

Movement cone: is the conical zone in the direction of the movement of the
agent. This is typically the announced direction of its move. The apex of the
cone is positioned at the location of the agent, and the base spreads out in front
of it as a circular pie creating a territorial zone. The radius for our simulations is
approximately equal to the distance covered by the agent in 3 seconds at current
pace. By violating the movement cone, the opponent forces the agent to change
its movement, unless it accepts a high social cost by violating the personal space
or even the physical space.

Our model uses an additive approach for social cost calculations. This means
that if an agent violates multiple agents’ space, the total social cost will be the
sum of all individual costs incurred. However, for each micro-conflict we only
retain the maximum social cost.



3.2 Modeling mission costs

Unlike social costs, mission costs deal with individual agents. Each agent in
our model has its own missions with certain urgency and a planned path to
satisfy that mission. In the case of human agents, we assume that they have
non-urgent missions, for example visiting a shop; whereas the mission of the
robot and soldier are of urgent nature. The soldier follows a pre-planned path
through the market place in a timely manner, and the robot must follow the
soldier maintaining a certain minimum distance to avoid accidentally bumping
into the soldier. The robot must also make sure not to fall too much behind
the soldier. In spite of having non-urgent missions for each human, the delays
as a result of micro-conflicts end in increasing mission cost. But since these are
non-urgent, the mission can still be completed at an arbitrarily later time - thus
the mission cost of a delay is proportional with the delay. We model this cost for
non-urgent missions linearly according to the time delay. For urgent missions,
the delay reduces the probability of mission success, thus the cost of the delay
escalates in time. For the robot, we model this cost by the amount of distance
it falls behind the soldier at any time. More precisely, if the distance between
the robot and the soldier is within a certain maximum distance, the associated
mission cost is linear to the distance. However, if this distance increases beyond
that maximum point, the robot is penalized at a higher rate.

4 Micro-conflicts and game play

4.1 Micro-conflicts

A micro-conflict occurs when an agent violates any of the zones of another agent
while moving through the crowd. This results in an unexpected increase in the
social cost. Several agents can be involved in a single micro-conflict; however, for
the purpose of this study, we will consider conflicts between exactly two agents.
Furthermore, we assume that micro-conflicts will be attended to in the reverse
order of their maximal costs (which means in dense crowds, agents will ignore
lower stake micro-conflicts until the ones with higher stakes are resolved).

For our current work, we have modeled the micro-conflicts as series of two-
player one-move games. Each player has two available actions; move C (collab-
orate) under which the player stops and move D (defect) with which the player
continues to move forward on the planned path.

Figure 2 shows the table used by the players in a game for decision making.
The game involves two players, each having the option to play either C or D. The
value pairs in the table show the costs associated with each action. For player
1, available actions and costs are in rows; for player 2 they are in columns. Each
cell in the table contains two values subscripted with player number in Figure 2
for clarification. The payoffs of the game are given by the total costs incurred by
the players for the various combinations of moves. The games are not, in general,
symmetric, as the cost functions differ from agent to agent. As a note, for these
games it is more convenient to speak in terms of cost minimization rather than
payoff maximization. Rigorously, the payoffs are the costs with a negative sign.



Fig. 2. Table showing cost values for actions chosen by players 1 and 2 in a simple
micro-conflict

4.2 Micro-conflict life cycle

Technically, a game can be created between any two agents, however, if the agents
are sufficiently apart from each other such that a (D,D) move pair doesn’t result
in any cost, the choices of the players are obvious. We will only consider the
games as part of a micro-conflict when the (D,D) move pair has a non-zero cost
for at least one of the agents. The conflict is resolved when the (D,D) move pair
will again have a zero cost.

The micro-conflicts may not necessarily be resolved in a single game. Each
conflict may involve a series of games with different sets of costs. A game resulting
from both players playing (C,C) in the previous game means the new game is
started with the players in exactly the same location, however they may have
different cost if one or both of them have urgent missions.

It is impossible to predict the nature of the games which will occur during
a micro-conflict. The agents heading on a collision course will at some moment
encounter some variation of a Hawk-Dove game, where in the case of a (C,D) or
(D,C) play the player moving D will have an advantage, but a (D,D) move will
have a large cost for both players. It is not necessary, however, for each of the
games encountered during the resolution of a micro-conflict to be Hawk-Dove
games.

5 The PMC-Adaptive strategy

5.1 Predicting mission cost

For micro-conflict games, the robot plays stochastic strategies with a certain bias
to what move will the opponent choose. During each game in a micro-conflict,
the robot predicts the future mission cost given by:

Predicted mission cost, PMC = Σ(wifi)



where wi are the weights associated with robot location specific functions fi.
For the simulation, we have used the following functions.

– f1: distance between robot and soldier above minimum distance and below
max distance

– f2: distance between robot and soldier above max distance
– f3: density of human crowd around the robot’s location
– f4: average speed of the robot
– f3: current speed of the soldier

The robot compares the PMC calculated in the most recent game to the one
in the previous game. An increase in PMC values between successive games signi-
fies the robot that its falling behind the soldier. The robot adjusts its stochastic
strategy to have more bias that the opponent might play C (cooperate). This
results in a higher probability that the robot will play D (defect) and try to
catch up to the soldier thus reducing the mission cost. However, playing D in a
mirco-conflict might result in a higher social cost (violation of any of the oppo-
nent’s zones). If the PMC decreases, this signifies that the robot is doing well in
terms of mission cost, so it can now give more consideration to the surrounding
crowd resulting in a decrease in social cost. This is done by adjusting the bias
to have a higher probability to play C (cooperate).

Algorithm 1 lists the steps of using PMC-Adaptive strategy. AssumptionC
in Algorithm 1 is the bias for the stochastic strategy. Higher the value of As-
sumptionC, higher the bias that the opponent will play C, so the agent has a
higher probability of playing D itself. We initialize it to a mid value and then
adjust as the algorithm progresses. The term MC in Algorithm 1 is for the list
of all active micro-conflicts at any time.

6 Experimental Setup

To show the performance of our proposed predicted mission cost function, the
simulation is setup to perform a comparison between different meta-strategies
played by the robot against adaptive strategy which uses PMC. For our ex-
periments we have used three meta-strategies for the robot. For each, we will
describe the intent of the robot when encountering civilian.
Polite: Robot tries to minimize the social costs by playing C for all games unless
the predicted costs are very low. This strategy gives very little consideration to
the mission cost.
Bully/Assertive: This is reverse of Polite. Robot focuses to minimize its mis-
sion cost while ignoring almost all social costs. This is achieved by robot trying
to play D for all games. The assumption behind this model is that this behavior
will make the opponent play C, thus keeping the costs low.
PMC-Adaptive: The robot follows an adaptive strategy as described in Algo-
rithm 1 in Section 5.

These meta-strategies are tested in four different simulation scenarios. For
each scenario, all other properties of the geographical map are kept the same,



Algorithm 1 Predicting mission cost

1: Initialize AssumptionC to default value
2: for all i in MC do
3: Initilize empty list PMChistory

4: for all games in MCi do
5: if Robot belongs to MCi.getParticipants() then
6: if PMChistory is empty then
7: Caculate PMCi

8: Insert PMCi to PMChistory

9: Play PMC-Adaptive strategy according to AssumptionC
10: end if
11: if PMChistory is not empty then
12: Caculate PMCi

13: if PMCi ¿ PMCi−1 then
14: Increment AssumptionC
15: end if
16: if PMCi ¡ PMCi−1 then
17: Decrement AssumptionC
18: end if
19: Add PMCi to PMChistory

20: Play PMC-Adaptive strategy according to AssumptionC
21: end if
22: end if
23: end for
24: end for



for example, number of human agents, location of obstacles and landmarks, pre-
planned paths of various agents etc. The four scenarios for our experiment are
described below.

– Soldier is moving a lot slower than the robot’s speed
– Soldier is moving at about the robot’s speed, or a bit above
– For half of the time the soldier goes fast, then slows down (also makes fre-

quent stops)
– For half of the time the soldier moves slowly, then speeds up

All experiments are run for sufficiently large amount of time to achieve stable
results. In section 7, we will provide an analysis of the results and will show that
PMC Adaptive strategy outperforms the Bully and Polite strategies.

7 Results

In the following, we analyze the results obtained in the four scenarios discussed.
For a qualitative evaluation of the results, we will consider that mission costs up
to approximately 20 represent “acceptable” values, where the robot does not fall
behind the soldier and remains at distances where it is able to offer assistance
when needed. In contrast, higher values normally mean that the robot failed in
its mission. For the social costs, values of up to 35 mean that the robot had,
by-and-large behaved in a socially acceptable way, while higher values mean that
it violated fairly large amount of social norms.

7.1 Scenario 1: Easy following

For the first experiment, the soldier is moving considerably slower than the robot
which makes it easy for the robot to follow the soldier. Figure 3 and Figure 4
show the mission cost and the social costs of the robot for this scenario with
different crowd sizes. As expected the bully robot has the lowest mission costs,
but incurs these values with an unacceptably high social cost, even in this easy
scenario. In contrast, the polite robot gives way in almost every micro-conflict
having a very low social cost. On the other hand, using our stated criteria, the
Polite robot fails in its mission, even for this very easy scenario, for everything
except the smallest crowds.

The PMC-Adaptive robot has a higher mission cost than bully (while still
falling within the acceptable range) and a higher social cost than polite (while
still falling within the acceptable range).

7.2 Scenario 2: Hard following

For this scenario, the soldier is moving at almost the same speed as robot or
slightly higher. This makes it harder for the robot to catch up, and any C plays
result in a larger increase in the distance from the soldier. Figure 5 and Figure 6
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Fig. 3. Scenario 1: sum of mission costs

show the incurred mission cost and social cost for this scenario. The bully and
polite strategies show similar results as we had seen for Scenario-1, i.e., high
social costs for bully and high mission costs for polite behavior. We can observe
from the results that the polite robot fails its missions for all crowd densities.

We can see that the PMC-Adaptive strategy lies in the middle. However, since
this is a case of hard following, the robot is forced to ignore some social cost
when the associated mission cost is too high. For every C (cooperate) play, the
robot suffers a higher penalty as the soldier moves quickly. So the robot avoids
playing C if the resulting mission cost is too high. Therefore, PMC-Adaptive
robot follows more closely to the bully robot in figure 5 and Figure 6.

7.3 Scenario 3: Hard and easy following

This scenario uses a blend of hard and easy following. The soldier starts with
a high speed equal to or larger than that of robot. Once the soldier reaches
half way mark of his pre-planned path, he reduces his speed considerably lower
than robot. Figure 7 shows the impact on mission cost and Figure 8 shows the
incurred social cost of the robot in this scenario. Here we are trying to analyze
how our proposed scheme behaves when the soldier moves with a variable speed.
As before, we can observe that the robot performs better when following PMC-
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Fig. 4. Scenario 1: sum of maximum social costs.

Adaptive strategy. Similarly, as observed in Scenario-1, the polite robot again
fails to complete its mission for everything except the smallest crowds.

We can also observe in Figure 7 and Figure 8 that the PMC-Adaptive strategy
follows closely to the bully strategy, however, compared to Scenario-2, we can
see a higher performance gain in this scenario. This is because we are playing a
mixture of hard and easy following in this scenario.

7.4 Scenario 4: Easy and hard following

Like Scenario-3, we are using a blend of easy and hard following in this scenario
as well. However, here the soldier follows his path much slower than the robot in
the beginning. When he has covered half the distance, the soldier speeds up to
match that of the robot or slightly higher. For this setup the resultant mission
costs and social costs are shown in Figure 9 and Figure 10 respectively. We can
observe that the results are very similar to those achieved for Scenario-3, so the
overall impact of starting fast and then going slow, or starting slow and then
speeding up is the same.

8 Conclusion

In this paper, we have considered the scenario of a mobile robot assisting a
peacekeeper soldier patrolling a market with a dense crowd. The human agents
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Fig. 5. Scenario 2: sum of mission costs.

in the market-place each have their non-urgent missions, for example, navigating
through shops, stopping at particular landmarks etc. The soldier follows a pre-
planned path as his patrolling mission. The goal of the robot is to stay in close
proximity of the soldier while maintaining the social norms of the society. As the
agents navigate through the map, they are bound to enter micro-conflicts with
each other. Every decision taken by an agent in these conflicts has an impact
on the mission and social cost of that agent. For the robots to be acceptable
in public places, they have to behave in an acceptable manner. For that they
have to obey the established social norms of the society. We have described a
technique through which the robot can predict the mission cost based on the
current state of the scenario and the predicted movement of the soldier. We
have shown that this predicted cost can be used to adapt robot’s strategies
for resolving the micro-conflicts encountered in crowd navigation. We have also
shown that this adaptive strategy outperforms strategies of consistent politeness
/ assertiveness over a variety of scenarios.
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Fig. 9. Scenario 4: sum of mission costs.
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Fig. 10. Scenario 4: sum of maximum social costs.


