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Abstract— Human group activity recognition has drawn the
attention of researchers worldwide because of the significant
role it plays in many applications, including video surveillance
and public security. Existing solutions for group activity recog-
nition rely on human detection and tracking. To ensure high
detection accuracy, current state-of-the-art tracking techniques
require human supervision to identify objects of interest before
automatic tracking can take place. This limitation has prevented
existing approaches from being used in real-world applications.
In scenarios when human supervision is unavailable, tracking
algorithms could generate inaccurate trajectories and cause a
decrease in performance for the existing group analysis meth-
ods. To address the aforementioned drawbacks, we investigate
in this paper an end-to-end deep model, Differential Recurrent
Convolutional Neural Networks (DRCNN). Our model consists
of convolutional neural networks (CNN) and stacked differential
long short-term memory (DLSTM) networks. It takes sequential
raw video data as input and does not consider each group
member as an individual object. Different from traditional
non-end-to-end solutions which separate the steps of feature
extraction and parameter learning, DRCNN utilizes a unified
deep model to optimize the parameters of CNN and LSTM
hand in hand. It thus has the potential of generating a more
harmonious model. In addition, taking advantage of the seman-
tic representation of CNN and the memory states of DLSTM,
DRCNN has strong capabilities in understanding complex scene
semantics and group dynamics. Extensive experimental studies
indicate that the proposed technique can accomplish the task
of fully automatic group activity recognition without sacrificing
performance, and even outperforms the human-aided state-of-
the-art methods on two benchmark group activity datasets. To
the best of our knowledge, this is the first end-to-end group
activity recognition technique ever proposed.

I. INTRODUCTION

Group activity recognition has attracted more and more
attention in the field of computer vision and artificial in-
telligence as it has many practical applications such as
abnormal group detection, group affective computing, video
surveillance, and public security [1], [2]. Although human
observers are able to monitor behavior patterns and detect
unusual group activities in the surveillance area, the wide
use of video surveillance in the last decade has led to huge
amounts of video data which are beyond the capability of
human observers [3]. In addition, psychophysical research
suggests that human ability to monitor simultaneous signals
deteriorates after a certain long-term duration [1]. These
issues make humans poor-performing observers of abnormal
group behaviors and anomalous events. Thus, an automatic
group activity recognition system is highly desired.

In the last decade, researchers from the computer vision

Fig. 1. Group behaviors of Gather from the NUS-HGA dataset (Top) and
Split from the BEHAVE dataset (Bottom).

community have shown much interest in developing group
behavior understanding systems. Video analysis for group
activities usually involves object detection, tracking, and
behavior recognition [1]. For instance, existing group activity
recognition methods, [4] and [5], perform human detection
and tracking as the first step of their techniques. To ensure
tracking accuracy, current state-of-the-art tracking algorithms
require human supervision to identify human objects in
the video before automatic tracking can take place. This
limitation has prevented existing approaches from achieving
fully automatic group behavior analysis, which is highly
desirable in real-world applications. On the other hand, when
human supervision is unavailable, the tracking algorithms
could generate inaccurate human trajectories in the video.
Existing group behavior analysis methods take in such input
and would suffer from a decrease in performance. The de-
pendency on tracking algorithms has limited the development
of group activity recognition because there will always be
a trade-off between automatic recognition and performance
accuracy until the tracking problem is fully solved. This
disadvantage motivates us to explore a new representation
for group videos, which uses no bounding-box or trajectory
information, yet can still maintain the raw information of
the source video as much as possible. We are inspired by
the success of convolutional neural networks [6] to explore
the use of raw input data for group behavior analysis.

Human crowds exhibit complex temporal dynamics and
psychological characteristics [1]. To model such complex dy-
namics, Long Short-Term Memory (LSTM) [7] was proposed
to learn the dynamical evolution of a long sequence. LSTM
possesses the potential to model various sequential data,
where the current hidden state has to be considered in the
context of the past hidden states. This property makes LSTM
an ideal choice to learn the complex dynamics of human



Fig. 2. An illustration of DRCNN. It takes group image sequences as input and outputs predicted behavior class. The model consists of convolutional
(yellow), max-pooling (cyan), fully-connected (blue), DLSTM (red) and softmax (green) layers. Best viewed in color.

activities [8]. Su et al. [9] explored Coherent LSTM to model
the nonlinear characteristics in crowd behaviors. Using two
stacked LSTMs, they claimed their model was “deep in
time”. In this paper, we aim to construct a unified deep
model for group behaviors and investigate the possibility of
achieving “deep in space and time”.

To address the challenge of video data processing, we
have introduced the dynamic temporal quantization [10] and
DLSTM [11] in our early work to achieve a fixed-length
representation of video data with varied length. However,
these two methods are not designed for group activity
recognition. In addition, neither of them is an end-to-end
solution and does not fully explore the capability of spatial
and temporal representation in deep neural networks. In
this work, we explore an end-to-end Differential Recurrent
Convolutional Neural Networks (DRCNN), which connects
VGG [12] convolutional neural networks (CNN) and stacked
DLSTMs; and aim to design a fully automatic system for
human group activity recognition.

The proposed technique has the following advantages.
Firstly, traditional group activity recognition methods take in
detected human trajectories as input, which require manual
initialization and correction to guarantee detection perfor-
mance. DRCNN has no such problem because it does not rely
on trajectory detection and is a fully automatic solution. Our
model takes the sequential raw image data as input without
the need of a preprocessing step for human detection as
in [4] and [5]. Secondly, existing trajectory-based methods
assume group mobility and ignore appearance information
of group members. Taking advantage of the semantic rep-
resentation of CNN and the memory states of DLSTM,
DRCNN can analyze the scene information and persons’
appearances. Therefore it works with group videos of various
resolution and mobility scenarios. Thirdly, different from
existing stacked-LSTM-based models which are “deep in
time”, DRCNN models the spatial and temporal information
in a unified architecture and achieves “deep in space and
time”.

We extensively evaluate the performance of the proposed
technique on two public group behavior datasets, NUS-HGA
[13] and BEHAVE [14] (See Fig. 1). Experimental results
show that the proposed technique, without human supervi-

sion, can outperform the existing solutions by achieving deep
in both space and time.

The remainder of this paper is organized as follows. In
Section II, we review related works on human group activity
recognition. Our method is introduced in Section III. The
experimental results and analysis are presented in Section
IV. Finally, we conclude the paper in Section V.

II. RELATED WORK
Existing approaches to group activity recognition are

based on motion trajectories of group participants. Ni et al.
[13] applied motion trajectory segments as inputs and used
digital filters’ frequency responses to represent the motion
information. Yin et al. [15] first clustered each person into
sub-groups and then constructed a network and extracted a
histogram feature for their analysis. Zhang et al. [16] used
the K-means algorithm to find sub-groups and then regarded
a group’s activities as a combination of its sub-groups.
Zhu et al. [17] considered motion trajectory as a dynamic
system and used the Markov stationary distribution to acquire
local appearance features as a descriptor of group action. A
statistical representation to encode the causal relationships
of couples of trajectories based on Bayesian Networks was
proposed by Dore et al. [18] for interaction behavior analysis.
Chu et al. [19] designed an algorithm based on using a heat-
map to model the trajectories as series of heat sources to
create a heat map for representing group actions.

Cheng et al. [4] and Cho et al. [5] achieved state-
of-the-art performances on the NUS-HGA and BEHAVE
benchmark datasets respectively. Cheng et al. [4] proposed
a layered model of human group action and represented
activity patterns with both motion and appearance informa-
tion. Cho et al. [5] addressed the problem by using group
interaction zones to detect meaningful groups to handle noisy
information. These two methods used pre-determined human
bounding boxes or trajectories as input to their systems.

III. FRAMEWORK
In this section, we elaborate upon our proposed DRCNN

framework for group activity recognition. DRCNN connects
VGG-16 [12] and stacked DLSTMs [8] into an end-to-end
model. Fig. 2 shows the diagram of the DRCNN architecture.
Our model takes the raw sequential images as input and



outputs predicted group behavior class. It is composed of five
blocks of convolutional and max-pooling layers, one fully-
connected layer, three stacked DLSTMs and, lastly, a soft-
max layer. In DRCNN, a group video are first processed by
a VGG-16 convolutional neural network (CNN) to generate
frame-level representations, which are then allowed to flow
between time-steps using stacked DLSTMs. By doing so,
DRCNN analyzes the spatial and temporal information in a
unified model and achieves “deep in space and time”.

A. Convolutional Neural Network

We adopt VGG-16 as the convolutional part in our model.
It originally consists of five blocks and three fully-connected
layers. In each block, there are 2 or 3 convolutional layers
followed by a max-pooling layer. In the convolutional layers,
convolutional kernels are set with very small size 3×3. The
stride and padding are fixed to 1 pixel, which ensures no
information loss. Max-pooling is carried out over a 2 × 2
window, with stride 2. The number of filters starts from
64 in Block 1 and then increases by a factor of 2 after
each max-pooling layer, until it reaches 512. Among the
three fully-connected (FC) layers, the top two FC layers are
removed. FC-1000 corresponds to the ImageNet class label
probabilities and does not correlate with group analysis tasks.
Removing one FC-4096 helps reduce model complexity.

For notation simplicity, we refer to the modified VGG-16
network as x = V (m), which takes an image m as input
and produces a 4096-dimensional representation. Denote
{m1,m2, ...,mT } as an image sequence of length T , where
mt indicates the image frame at time t. The sequential image
data are passed through the VGG network frame-by-frame to
produce {x1, x2, ..., xT }, which serves as the input sequence
to the stacked DLSTMs. At time t, modified VGG-16 takes
in the input image mt and computes xt via:

xt = V (mt). (1)

B. Differential Long Short-Term Memory

Due to exponential decay, traditional RNNs are limited
in learning long-term sequences. This issue was addressed
by Long Short-Term Memory (LSTM). According to re-
cent study, the Derivative of States (DoS) in differential
long short-term memory (DLSTM) [8] can explicitly model
spatio-temporal structure and better learn salient patterns
within. Replacing internal state with the DoS in the gate units
in LSTM, the DLSTM has the following updated equations:

(i) Input gate it regulates how much input information
enters the memory cell to affect its internal state st at time
t. The activation of the gate has the following form:

it = σ(Wid
dst−1

dt
+ Wihht−1 + Wixxt + bi), (2)

where σ(·) is a sigmoid function in the range [0, 1].
(ii) Forget gate ft modulates the contribution of the previ-

ous state st−1 to the current state. It is defined as:

ft = σ(Wfd
dst−1

dt
+ Wfhht−1 + Wfxxt + bf ). (3)

Fig. 3. An illustration of DLSTM architecture at time t.

The internal state st of each memory cell can be updated
using the input and forget gate units, as shown below:

st = ft � st−1 + it � s̃t, (4)

where � stands for element-wise product. Pre-state s̃t is:

s̃t = tanh(Wshht−1 + Wsxxt + bs).

(iii) Output gate ot gates the information output from a
memory cell, which can be expressed as:

ot = σ(Wod
dst
dt

+ Wohht−1 + Woxxt + bo). (5)

Then the hidden state of a memory cell is output as:

ht = ot � tanh(Whsst + bh). (6)

Fig. 3 shows the architecture of DLSTM at time t.

C. Stacked DLSTMs and Temporal Pooling

As shown in Fig. 2, we adopt stacked DLSTMs up to three
layers for DRCNN. Since the hidden states from previous
layer of DLSTM serve as the input sequence to the next
layer, higher DLSTM layers can capture abstract concepts
in the sequences, which helps the whole system to better
interpret the complex scene semantics and crowd dynamics.
For the last layer of DLSTMs, we consider three pooling
strategies, last-hidden-state, max-pooling and mean-pooling,
for the hidden states to generate a video-level representation,
denoted as hτ . We then acquire hτ from the last layer of
the stacked DLSTMs, which represents a 1-of-k encoding
of the confidence scores on k classes of group activities.
The confidence scores are then transformed to a vector of
probabilities p by the softmax function:

pc =
exp(hτ,c)∑k

m=1 exp(hτ,m)
, (7)

where each entry pc is the probability of the input video
belonging to class c ∈ {1, 2, ..., k}.

D. DRCNN at Time t and Learning Strategy

Consider a group behavior image sequence
{m1,m2, ...,mT }, DRCNN proceeds as shown in Algorithm
1 at time t. After T time steps, compute hτ for the stacked
DLSTMs based on {h1,h2, ...,hT }. Given the video-level
class c, compute the group activity label probability pc by



applying the softmax function Eq.(7). DRCNN can then be
trained by minimizing the loss function, i.e.

`(p, c) = − log pc.

The loss function can be minimized by Back Propagation
Through Time (BPTT) [7], which unfolds an LSTM model
over several time steps and then runs the back propagation
algorithm to train the model. To prevent back-propagated
errors from decaying or exploding exponentially, we use
truncated BPTT according to Hochreiter et al. [7].

Algorithm 1 DRCNN at time step t
1: Given image frame mt, compute xt via Eq.(1)
2: Compute input gate activation it and forget gate activa-

tion ft by Eq. (2) and Eq. (3)
3: Update state st with it and ft by Eq. (4)
4: Compute output gate ot by Eq. (5)
5: Output ht gated by ot from memory cell by Eq. (6)
6: If there exists a deeper layer of DLSTM, set xt = ht for

the following stacked DLSTM and repeat steps 2 - 6

E. Rationale behind Deep in Space and Time
DRCNN optimizes the information flow of the spatial

and temporal group behavior dynamics in a unified model
and achieves “deep in space and time”. The CNN layers
in DRCNN models the video scene and person appearance
information. DLSTM can take advantage of the semantic
CNN representation and analyze the temporal dynamics.
While the first layer of DLSTM takes the output of CNN,
which contains only the spatial information, deeper layers
of DLSTMs take the output of previous DLSTMs as input
sequences. Such inputs at each time step contain both spatial
and temporal information, and thus are more comprehensive
for understanding complex spatio-temporal structures. To
conclude, DRCNN is better at learning group behaviors than
deep structures of stacked DLSTMs only. In addition, stacked
DLSTMs possess superiority over a single layer of DLSTM.
We will demonstrate these claims by experimental results.

IV. EXPERIMENT
In this section, we evaluate the performances of the

proposed method for group activity recognition on two public
video datasets: NUS-HGA and BEHAVE. The NUS-HGA
dataset includes 476 video clips covering six group activity
classes: Fight, Gather, Ignore, RunInGroup, StandTalk and
WalkInGroup. The BEHAVE dataset consists of 7 long video
sequences. As each sequence includes different classes of
group activities, researchers have been manually selecting
video clips as group activity instances from the sequences
[4]. This dataset covers ten group activity classes, among
which six group activity classes, Approach, Fighting, In-
Group, RunTogether, Split and WalkTogether, are used for
evaluation since the rest only contain a few short sequences
[5]. We select 216 video clips from the BEHAVE dataset
covering the above six group activities for evaluation. This
dataset itself provides bounding box information which is
used as input by existing group behavior analysis methods.

Fig. 4. Training loss vs. epochs on the NUS-HGA dataset.

A. Experiment Setting and Training Strategy

We initialize VGG-16 in DRCNN with parameters [12]
trained on ImageNet in the ILSVRC-2014 competition. To
initialize the parameters of the stacked DLSTMs, we first
freeze the VGG weights in DRCNN and then train the
model on unaugmented group activity videos. The number of
memory cells for each DLSTM layer is determined as 1024
by cross-validation. RMSprop adaptive learning optimizer 1

with initial learning rate 1e− 3 is employed.
Data augmentation is performed to increase the diversity

of the training sequences. Random rotation, shear, zoom, hor-
izontal flip, width, height and channel shifts are performed on
training instances. Given a group video sequence, the same
augmentation is applied to all frames. All videos are resized
to 224× 224 pixels.

To train DRCNN, we first initialize the weighting param-
eters as mentioned above and then unfreeze the weights in
Block 5, the fully-connected layer and stacked DLSTM lay-
ers. We do not include low-level blocks from VGG because
CNNs learn more generic features on bottom levels and more
intricate features near the top levels [20]. The network is
trained on augmented group videos using stochastic gradient
descent with mini-batch and a learning rate 1e − 4. Fig. 4
shows an example of the training loss through the iteration
epochs on the NUS-HGA dataset.

B. Experiments on the NUS-HGA Dataset

To evaluate our method on the NUS-HGA dataset, we
follow the standard 5-fold cross-validation protocol in [4]
and report the results in terms of mean accuracy in Table I.
It can be seen that our method achieves over 99% accuracy,
outperforming state-of-the-art by more than 3%. This is im-
pressive because existing solutions need human supervision
to acquire accurate human object trajectories from the videos.
According to [4], they acquire human bounding box using
existing tracking tools, which requires manual annotation for
bounding box initialization. This limits such methods from
being used in real-world applications.

Table II summarizes the performances of variants of DR-
CNN architectures on the NUS-HGA dataset. To validate the
advantages of the end-to-end DRCNN model, we compare
its performance with the non-end-to-end solution, which uses
pre-trained VGG-16 features as the input to the DLSTMs.
Results show that DRCNN achieves higher performance

1www.cs.toronto.edu/~tijmen/csc321/slides/lecture slides lec6.pdf



Methods Accuracy (%)
Zhu et al. [17] 87.00

Cheng et al. [4] (MF) 93.20
Cho et al. [5] 96.03

Cheng et al. [4] (MAF) 96.20
DRCNN 99.25

TABLE I
PERFORMANCE COMPARISON ON THE NUS-HGA DATASET.

Methods FC1 FC2

Non-End-to-End
VGG feat + 1 stacked DLSTM 94.45 94.03
VGG feat + 2 stacked DLSTM 95.07 94.32
VGG feat + 3 stacked DLSTM 95.15 95.04

End-to-End
DRCNN (1 stacked DLSTM) 97.34 97.36
DRCNN (2 stacked DLSTM) 99.17 98.83
DRCNN (3 stacked DLSTM) 99.25 99.02

TABLE II
PERFORMANCE COMPARISON OF VARIANTS OF DRCNN

ARCHITECTURES ON THE NUS-HGA DATASET.

than the non-end-to-end structures containing only DLSTMs.
Table II also shows that a larger number of stacked DLSTMs
achieves better performance. This can be explain as follows.
For single-layer DLSTM, the input is the output of VGG-
16, which contains only the spatial information. For deeper
layers of stacked DLSTMs, the input is the output of previous
DLSTM, which contains both spatial and temporal represen-
tations at each time step. Such a high-level comprehensive
representation contributes to stacked DLSTMs’ better ability
to understand complex group behaviors. We consider another
variant in DRCNN architecture that preserves VGG-16 until
FC1/FC2 layer. The results from FC1 are mostly slightly
better than that from FC2. One of the possible explanations
is, when including FC2 layer, the architecture tends to be
overly-complex and suffers from overfitting.

Figure 5 shows the confusion matrices of DRCNN using
different pooling strategies. As DRCNN proceeds through
the input frames sequentially, hidden state information
learned from previous frames decays gradually. Therefore
it is sub-optimal to only use the hidden state from the last
time step. Max-pooling performs better than last-hidden-state
because it is good at selecting salient signals and generates
a more discriminative representation. However, max-pooling
is subject to motion noise. For instance, it wrongly classifies
StandTalk as Fight by a large error rate of 4.41%. StandTalk
is a group state with less mobility, but there are group
interactions such as shaking hands or patting on shoulders
happening during the period. Such short and fast behaviors
could be detected as salient motions by max-pooling and lead
to misclassification. Mean-pooling over the sequences allows
the network to better cope with noisy motion and performs
better than either of the above two methods.

C. Experiments on the BEHAVE Dataset

We also evaluate our model on the BEHAVE dataset
and report the results in Table III. DRCNN outperforms
state-of-the-art method by 1%. According to [5], they used

Fig. 5. Confusion Matrices of DRCNN using different pooling methods on
NUS-HGA. The architecture with FC1 and 3 stacked DLSTMs is adopted.

Methods Accuracy (%)
Munch et al. [21] 66.25
Zhang et al. [16] 81.50
Cheng et al. [4] 92.93
Cho et al. [5] 93.74

DRCNN 94.63

TABLE III
PERFORMANCE COMPARISON ON THE BEHAVE DATASET.

the bounding boxes provided by the dataset, which were
manually-labeled. Instead of using manually pre-labeled
bounding boxes, DRCNN automatically identifies group
activities without sacrificing performance, enabling a wide
range of new applications.

Table IV summarizes the performance of variants of
the DRCNN architectures on the BEHAVE dataset. Firstly,
similar to the NUS-HGA dataset, DRCNN outperforms the
non-end-to-end solution. Secondly, deeper stacked DLSTMs
acquire higher classification accuracy. Thirdly, FC1 achieves
generally better performance than FC2. Removing one fully-
connected layer helps decrease the model complexity and
reduce the chance of overfitting. The above results are
consistent with the results on the NUS-HGA dataset.

Figure 5 shows the confusion matrices of DRCNN us-
ing different pooling methods. Mean-pooling performs best
among the three methods. Although max-pooling can detect
salient motion information and performs slightly better than
last-hidden-state, it suffers from noisy data. It misclassified
InGroup behavior as Fighting with a large error rate 6.58%.
One possible explanation is that rapid interactions, such as
hugs, during the InGroup state could be detected as fight
motions and lead to misclassification for max-pooling.

D. Evaluation of Fully Automatic Recognition

To demonstrate DRCNN’s effectiveness in automatically
understanding group behaviors, we implement state-of-the-

Methods FC1 FC2

Non-End-to-End
VGG feat + 1 stacked DLSTM 91.35 91.06
VGG feat + 2 stacked DLSTM 91.68 92.04
VGG feat + 3 stacked DLSTM 92.53 92.14

End-to-End
DRCNN (1 stacked DLSTM) 92.66 92.07
DRCNN (2 stacked DLSTM) 94.45 94.13
DRCNN (3 stacked DLSTM) 94.63 94.18

TABLE IV
PERFORMANCE COMPARISON OF VARIANTS OF DRCNN

ARCHITECTURES ON THE BEHAVE DATASET.



Fig. 6. Confusion Matrices of DRCNN using different pooling methods on
BEHAVE. The architecture with FC1 and 3 stacked DLSTMs is adopted.

Datasets NUS-HGA BEHAVE
With Human Supervision Yes No Yes No

Cheng et al. [4] 96.20 89.51 92.93 83.76
Cho et al. [5] 96.03 88.86 93.74 84.36
Our method – 99.25 – 94.63

TABLE V
EVALUATION OF FULLY AUTOMATIC RECOGNITION.

art methods, Cheng et al. [4] and Cho et al. [5], and evaluate
them using no human supervision. We use gKLT tracker [22]
to automatically generate the human trajectories, which then
serve as input for the above methods.

As shown in Table V, the performances of Cheng et al.
[4] and Cho et al. [5] drop dramatically without human
supervision. On the NUS-HGA dataset, the performances
of Cheng et al. [4] and Cho et al. [5] drop around 7%.
For the BEHAVE dataset, without manually labeled human
bounding boxes, state-of-the-art methods again perform un-
satisfactorily, underperforming by more than 9%. This result
is not surprising because state-of-the-art tracking techniques
can only achieve around 90% tracking accuracy even with
manual initialization [23]. The above results show that the
detection and tracking accuracy dictates the performance of
existing methods. Without human supervision, existing meth-
ods perform undesirably and are not suitable for automatic
group behavior understanding. DRCNN, however, requires
no trajectory detection and takes scene semantics into consid-
eration, thus possessing better potential for automatic group
activity recognition.

V. CONCLUSION
In this paper, we propose an end-to-end deep architec-

ture, Differential Recurrent Convolutional Neural Networks
(DRCNN), for group activity recognition. DRCNN does not
require human trajectory or bounding-box information and
achieves fully automatic group behavior understanding with-
out sacrificing performance. When no human supervision is
utilized for state-of-the-art methods, DRCNN outperforms
these techniques by a significant margin.
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